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Probabilistic ML

Cconcept:

A Given data, the machine learning problem, without loss of generality, is given by

- D — Data

- § — Model parameters

>
|

min L£(D,0)

- 6 - Estimated parameters

- L - Loss function

A We obtain the model parameters and use these for prediction.
A This approach gives us a single answer for the model parameters.
A There is no quantification of uncertainty in the estimate of the parameters.

A The notion of uncertainty constitutes a key element of machine learning methodology.

LUMS
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Probabilistic ML

Examples: Uncertainty Matters:

Given data of N observations D = {(z;,y;)}Y,

Find the best fit model f that depends on the parameters 6: y = f(z,0)

A Uncertainties:

A Measurement noise in the data 2.5 -

A Uncertainty in the values of estimated parameters

> 0.0 -

A Uncertainty in the structure of the model
A E.g., polynomial fit or neural network

954 ¢ data

.| prediction “ .
1 T T
0 D 10
X
LUMS Probabilistic Machine LearniggAdvanced TopicsFigure 18.23
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Probabilistic ML

Uncertainty Types Epistemic or Model Uncertaintg Example:

A Epistemic uncertainty is related to the model: both the structure and the parameters

Importance of separator

] A Consider a linear classification model fedigh inputs
Not every separator is
equally important

Linear

A Classifier weight will be adm vector h

A Its posterior will be some-g8im distributionr] —§

A Sampling from this distribution will generated®m vectors
A Each vector will correspond to a linear separator (left fig)

AtKdzaZ GKS LIAGSNA2NI AYy GKA& OFas 7
Linear separator but we have of weights, each representing a different linear separator
uncertaintyabout the weights

LUMS
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Probabilistic ML

Uncertainty Typeg Epistemic or Model Uncertainty:

Circular Kernel

Linear

Polynomial
____________ @ N
@
Linear separator but we have Uncertaintyabout the model
uncertaintyabout the weights structure as well

Probabilistic approach to formulate model

uncertainty:

Model structure or parameter distribution
conditioned on data, for example:

p(0|D)

lfa2 NBFSNNBR G2 | a v
hard to compute, in general, but we will look at
some methods to compute this.

Model uncertainty is usually reducible with the increase in the amount of data.

LUMS
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Probabilistic ML

Uncertainty Type Aleatoric or Data Uncertainty:
A Aleatoric uncertainty is related to the data: noisy measurements, overlapping of classes, incorrect labelling, etc.

TR O D CEERERN ) )

Probabilistic approach to formulate data
l uncertainty:

Embedding the data in a
higherdimensional space, th The distribution of data being modeled

uncertainty can be resolved conditioned on model parameters and other
inputs, for example:

(D

T2

p(y|93 33)

Aleatoric uncertaintythe
prediction at the query point is
uncertain

H|

Data uncertainty is mostly irreducible (even with infinite amount of data).

LUMS
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Probabilistic MLc Overview

Significance of Probabilistic Mi_Generate Data, Adaptive Sampling and OOD Data Detection:

— Learning the probability distribution is of significant improtance: Noise ~N(0,1)

Generative

— New data can be generated using the distribution. Model

— Take samples from regions where the predictions are most uncertain.

— Very easy outlier detection and Out-of-distribution detection.

— e.g., small probability for outlier or OOD

4 samples 20 12 samples

— A mixture of simple probabilistic models can represent complex models. L5 1

1.0 A

P s
Class Probability, SNGP 0.5 4

1.0

2 x X 00
L. . L.
0.8 —0.5 - 4* :‘ —0.5
1 S
~1.0 1.0
0.6
~15- 15
0
04 _2.0 T T T T T _2.0 T T T T T
’ 0 50 100 150 200 0 50 100 150 200
x x

<% LUMS " (]
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Probabilistic MLc Overview

Marginalizationc A Key Principle:

A Consider a machine learning problem
— Given data of N observations D = {(x;, )} ;.
— Consider a model f that depends on the parameters 8: p(y|z, 0, f) (e.g., logistic regression classifier)

— Classicaly, we minimize the loss function to find optimal 0.

~ Find the output for test input =, as: p(yx|@s, 9“’ ) (1/0 for binary classification or a vector of probabilities)
— We have not taken into account the uncertainty about 0.

A We can use marginalizati@mver all weights of the chosen modelobtain a better and robust prediction

Posterior distribution indicating

p(ys«|zs, D, f) = /p(y*|$*, 0, f)p(0|D, f)do uncertainty in model weights (Epistemic)

Data uncertainty (Aleatoric)

— Predicting by marginalizing the predictions by each value of @, over the posterior distribution of the weights 6.

— Since the posterior captures how likely the different weights are given Data, we have incorporated the uncertainty in 6.

LUMS
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Probabilistic MLc Overview

Marginalizationc A Key Principle:

A How do we do this in practice?

(o0 0,0 = / P(ys 22,0, 1) p(81D, £)do

— Draw iid %) from p(8|D, f) for s =1,2,...,S to approximate the integral as an average given by

S
|
P(eles D, f) = 5 3 p(ulee, 00, )
s=1

LUMS
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Probabilistic MLc Overview

Marginalization¢ Connection with Ensemble Averaging:

A This is very similar to ensemble averagingmsembling; a method in which we combine the prediction from different models.

A For example, training a neural network with different initializations, leading to different weights, and combine the output

from different models.

LUMS
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Probabilistic MLc Overview

Marginalizationc A Key Principle€ For Different Model Choices:

A We can also use marginalization for different choices of the models

Formodel f: pyeloes D) = [ plunlens0, )p(0ID. 1)d0
M
For M model choices f;: P(Yx|z4, D) = Z/p(y*\x*,f?,fi)p(BID,fi)dﬁ’p(ﬁ-ID)
=1

LUMS
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Probability mass function
for different model choices.

Marginalization over finite
model choices.



Bayesian Learning Framework

Main Challenge in Bayesian Inference

P(0|D) = ' =

Compute the evidence P(D) is intractable in most cases. It involves integrating
over all possible values of #. Thus, computing the posterior P(#|D) is intractable
In most cases.

LUMS
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Bayesian Learning Framework

Maximum Likelihood Estimation:

P(0|D) = ' =

Given a dataset D, find the parameters 6 that maximize the likelihood of the

data.

QMLE — arg mgLX

For example, given a linear regression problem setup, we set the likelihood as
normal distribution and find the parameters # that maximize the likelihood of
the data.

LUMS
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Bayesian Learning Framework

Maximum A Posteriori Estimation:

P(0|D) = ' =

Given a dataset D, find the parameters # that maximize the posterior of the
data considering both the likelihood and the prior.

Oniap = arg max P(0|D) = arg max - P(0)

For example, given a linear regression problem, we assume prior over the
parameters 6§ and find the parameters # that maximize the posterior of the
data.

LUMS

A Not-for-Profit University



Bayesian Learning Framework

Approximate Bayesian Inference with Variational Inference:

_ - P0) _ - P(0)
PID) = T - P(0)df

Approximate the posterior P(6|D) with a tractable distribution (4(#) charac-
terized by a set of parameters ¢. Our goal is to find the parameters ¢ that
minimize the KL divergence between the approximate posterior Q,(¢) and the
true posterior P(0|D).

¢vi = argmin KL (Qy(6)]|P(6]D))

LUMS
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Bayesian Learning Framework

Approximate Bayesian Inference with Laplace Approximation:

_ - P(O) _ - P(0)
PEOID) = T - P(0)df

Approximate the posterior P(#|D) with a Gaussian distribution centered at the
MAP estimate Oyap and the covariance matrix is the inverse of the Hessian
matrix of the negative log posterior evaluated at Oyiap.

P(0|D) = N (010nap, H')

H = —V?log P(0|D)

0=0nAP

LUMS
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Bayesian Learning Framework
Approximate Bayesian Inference with Sampling Methods:

P(DI6)-P(6) _ _ P(D]9) - P(6)

P0|D) = [, P(D|0)- P(6)d6

It is intractable to compute the posterior P(6|D) in most cases. But, we can
instead get samples from the posterior P(0|D).

a2 LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio:

e MLE: Given N observations, obtain the best estimate of 6 (or Oy1E).
e What if we have prior knowledge about 67

e MAP: Given N observations and prior knowledge, obtain the best esti-
mate of 6 (or Oy ap).

e When do we need prior knowledge?

— When the dataset is not a good representation of the true distribu-
tion.

— It can be due to data quality and/or quantity issues.

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio:

e MLE: Given N observations, obtain the best estimate of 6 (or Oy1E).
e What if we have prior knowledge about 67

e MAP: Given N observations and prior knowledge, obtain the best esti-
mate of 6 (or Oy ap).

e When do we need prior knowledge?

— When the dataset is not a good representation of the true distribu-
tion.

— It can be due to data quality and/or quantity issues.
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem:

e Consider a sequence of independent N coin toss outcomes, D = {y1, ..., yn }
where each observation y; is a binary random variable (Heads: 1, Tails: Be

0). )
e Assuming y; ~ Bernoulli (6), P(y;|0) = 6vi(1 — )1 ~vi

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem:

e For the sequence: P(D|0) = Hf\;l 6vi(1 — 0)Lvi
e Recall: P(D|#) — Likelihood or £(0)
e Log-Likelihood or LL(0) = Zi\;l y; log 6 + (1 — y;) log(1 — )

e Recall: O\ g = argmaxy P(D|0)

o0L(0 Al :
T =0 = o = =L
e Rewrite, Oy = anfnT

e Suppose 10 tosses yield 9 heads and 1 tail. Oy, = 0.9

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem:

e What if we have prior knowledge that the coin is fair?

e How can we encode this information in the estimation?

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem:

e What if we have prior knowledge that the coin is fair?

e How can we encode this information in the estimation?

e We can incorporate prior information by assuming a prior distribution

over 6.
P(Head) =6 € [0, 1]

e A reasonable choice for the prior is the Beta distribution.

L F(Oé_i_ﬁ) . o— o B8—
— POla.f) = o 0 =0
where, o
['(z) =/ t*“te~tdt (Gamma Function)
0
LUMS A Notebook
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem:

e Recall: Oyap = argmaxy P(0|D) = argmaxg /7( 1 0) - P(6)

p
C&./ e The log-posterior for this coin-toss problem is given as,
Beta
N
o log P(A|D) = "log P(y;]6) + log P(6)
i=1
Ber
4 N N
@ log P(|D) = yilogh + (1 —y;)log(1 — 6)+
n=1,---,N =1
b g (a—1)logf+ (5 —1)log(l —0)
LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Coin Toss Problem:

Olog P(0|D) _ Zilyz B Zfil(l_yi) +a—1 _B-1 — 0
00 0 1—6 0 1 -6

N N
— (1—9)Zy¢+92(1—y@-)+(1—9)(a—1)—9(5—1):0

N N N
— > yi—0) yi—NO+6> yi+ta—-1—6a+0—-05+6=0

ﬁztyz +a—-1-0(N+a+5—-2)=0
1=1

S LUMS = Ovar = T T
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Coin Toss Problem:

e Total number of tosses = N

e Number of heads (y =1) = ny
e Number of tails (y = 0)= nr

e Pseudo heads = «

e Pseudo tails = 8

— ngt+a-—1
* Omar = NioTa—2

e Prior = Beta(a, §)

e Posterior = Beta(nyg + a,nr + f3)

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatio ¢ Coin Toss Problem: — oeabror
-—- MLE
e Total number of tosses = N —— MAP
------ Prior Mean

e Number of heads (y =1) = ny
H:9, T:1

e Number of tails (y = 0)= nyp I i
3.5 - i '
e Pseudo heads = « i i
3.0 . I
e Pscudo tails = 55 : i
. |
o Onap = FE s 201 | |
Q. |
e Prior = Beta(a, 3) K |
|
e Posterior = Beta(nyg + a,nr + f3) e i
0.5 - }
|
0.0 - :

0.0 1.0

LUMS A Notebook
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Linear Regression:

e Consider a dataset D = {(x1,y1)...(xn,yn)} where z; € R? and y; € R.

e Suppose the data is generated from a linear model with additive Gaussian
noise, i.e., y; = 07 x; + ¢; where ¢; ~ N(0,0?).

ytrue=2X+1

54 x Noisy data x
— True function

LUMS ~1.00 -0.75 -050 —-0.25 0.00 025 050 075 1.00

X
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Linear Regression:

e The likelihood is given by, P(y;|z;,0) = N (y;|07 x;, 02)

e Recall: The negative log-likelihood is given by, NLL(0) = 515 (y — X 0" (y — X0)

1

e Recall: The MLE is given by, Oy 5 = argming NLL(A) = (X1 X) X'y

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Linear Regression:
”\ /ZO
MI/N

7,
(D)
-
-
5
i=1,--- N

el
“‘
LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Linear Regression: As per Bayes’ rule,
”\ /ZO
MVN

¢ Epistemic uncertainty

D[6)P(0)
P(D)

piD) = 2

Log-Likelihood: L£L£(0) = log P(D|0) = log Hiil N (y;|z! 0, 0?)

e Prior: P(G) — N(Q'Mo,ZO)
e Log-Prior: log P(6) = log N (0|10, Xo)

Log-Joint: log P(A|D) = log P(D|#) + log P(0)

/0
4 Aleatoric uncertainty

s
A Not-for-Profit University
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatiom ¢ Linear Regressioq Zero Mean Gaussian Prior:

Orap = argminlog P(0|D) = argmin N LL(0) — log P(0)

Assume: g = 0, Xg = 021

Orap = argminlog P(0|D) = argmin N LL(0) — log P(0)
We get
1

1 o 1
Oriap =argmin —— (v — X0) (y — X0)+ —0"0

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Logistic Regression:

T
o
TR A RO
=1 , N
Binary Classification:
1

PY =11X) =5 T e (0010, X)

= Zyz log p(z;) + (1 — y;) log(1 — p(z;))

a2 LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Logistic RegressionZero Mean Gaussian Prior:

Considering a zero-mean Gaussian prior on the weights, i.e., P(0) = N'(0|0, o?),
the MAP is given by,

1
Orrap = argminlog(1l + exp(—0" X)) + — 6070
70

LUMS
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Maximum A Posteriori (MAP) Estimation

A MAP Estimatim ¢ Logistic Regressionl aplace Prior:

Considering a Laplace prior on the weights, i.e., P(0) = [ [, Laplace(#;]0, by)
I1p exp(—%|9i|) , the MAP is given by,

1
Orrap = arg minlog(1 + exp(—67 X)) + b—]9|
0

LUMS
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Maximum A Posteriori (MAP) Estimation

A Linear Regressioa MLE and MAP:

my

So

A4

LUMS
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Given a training set of inputs x,, € R” and corresponding observations y,, €

R,n =1,..., N, we compute the posterior over the parameters using Bayes’
theorem as (V| X.0)p(0)
p , )P
p(@ | X,Y) =
p(YV | X)

where X is the set of training inputs and Y the collection of corresponding
training targets.



Maximum A Posteriori (MAP) Estimation

A Linear Regressioa MLE and MAP:

my So

\ / In Bayesian linear regression, we consider the model:

prior :  p(@) =N (myg, Sy)

with mg and S as the mean and covariance matrix and

likelihood : p(y | z,0) =N (y | = ' 0, 0?)

LUMS
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Maximum A Posteriori (MAP) Estimation

Posterior :  p(@ | X,)) = p(Y | X,0)p(0)

p(Y | X)
my SO
Likelihood : p(¥ | X,0) = N (y | X6,0°1) \ /
Prior : p(8) = N (0 | mg, Sy) ik

a2 LUMS
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Maximum A Posteriori (MAP) Estimation

The sum of the log-prior and the log-likelihood is

log N (y | X0,0°I) +log N (0 | my, So)

_ _% (072~ X0)T(y — X0) + (0 —m0)" S5 (0~ mp)) + const

We ignore the constant term independent of 8. We now factorize, which yields

1
= -2 (J_2yTy —20 %y " X0+60" 0 >X"X0+60"5;'6

—2mg S; 10 + mgSalmo)

— % (BT (U_QXTX — So_l) 0 — 2 (U_2XTy -+ Sglmo)T 9)

+ const

LUMS
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Maximum A Posteriori (MAP) Estimation

Now, we evaluate the posterior distribution,

p(0 | X,Y) = exp(logp(@ | X,Y)) < exp(logp(Y | X,0) + logp(6))

1 T
X exp (—5 <9T (U_QXTX + 501) 6 —2 (U_ZXTy + Salmo) 9))

We now normalize this Gaussian distribution into the form that is propor-
tional to N (0 | my,Sy), i.e., we need to identify the mean my and the co-
variance matrix Spu.

To do this, we use the concept of completing the squares. The desired log
posterior is

1
log N (8 | my,Sy)=—=(0—mpy)' Sy (0 —my)+ const

2
LT o T g1 T g1
= —= (9 SN O—2mNSyO0+mySy mN)-

<= LUMS .
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Maximum A Posteriori (MAP) Estimation

We factorize the quadratic form (6 — fm,N)T S~ (6 —my) into a term that
is quadratic in @ alone, a term that is linear in @, and a constant term. This
allows us now to find Sy and my by matching the expressions, which yields

Sy =X o IX + 8,

=Sy = (072X X + Sgl)_l

and -
mySy = (G_QXTy + Sglmo)

—my = Sy (O'_ZXT’y + Salmo) .

LUMS
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Maximum A Posteriori (MAP) Estimation

We find the closed form solution of posterior p(@ | X') to be a normal distribution
with mean my and covariance matrix Sy

p(9 ‘ X,y) ZN(B ‘ mN,SN)
—1
Sv = (S5 +072X " X)
my = SN (Salmo —|—O'_2XTy)

where the subscript N indicates the size of the training set.

LUMS
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Maximum A Posteriori (MAP) Estimation

Goal: Find p (y« | X, Y, x4)

Py | XV, @) = / Py | 2. 0)p(6 | X,)d0

= /N(y* | mIQ,az)N(B | my, Sy)dé

— N(y* | mImNamISNm* + 02)

a2 LUMS
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Maximum A Posteriori (MAP) Estimation

Goal: Find p (y. | X, Y, x.)

Py« | X, V,xs) = [ py« | x+,0)p(0 | X,))dO

_ f Ny, | 2]0,0))N (0 | my, Sy)do
N

(y* | mImN, ZU;I_SN.’E* + 02)
Two kinds of uncertainty:

e Aleatoric uncertainty: Uncertainty in the data - given as o?

e Epistemic uncertainty: Uncertainty in the model - given as x| Syx,

LUMS
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Laplace Approximatioq Big Picture

e Although the posterior distribution p(@|D) may be intractable, we can
compute its Maximum A Posteriori (MAP) estimate.

e The posterior distribution takes the form: p(6|D) = +p(D,0), where Z is
the normalizing constant.

e By approximating this posterior using a Taylor series expansion around
the MAP estimate, and under certain assumptions, we find that

— the resulting distribution is Gaussian:
p(0|D) ~ N (8]0niap, (V2 f(Omar)) ),

— where f is the negative log joint evaluated at @yap and

— V2f is the Hessian matrix of f.

LUMS
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Taylor Expansion

A 1D Taylor Expansion:

B ae " (o
o) = Fao) + o) 20) + T @ - o)+ L2 (0
Consider the following function:

f(x) =sin(1 + x)
fx)=0.84 + 054522 f(x)=0.84

— f(X)

_ Taylor aproximation
Polynomial degree: 0

— fx)
_Taylor aproximation
Polynomial degree: 1

A Notebook
LUMS
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Taylor Expansion

A ND Taylor Expansion:

f(x) = f(xo) + Vf(xo)' (z — o) + %(CD —x0)T V2 f(xo)(x — T0) + . ...

We take the following function:

flx1,22) =sin(1l + z1 + x2)

4
2 0-5
<0 00 =
K 0.5
-4
-1.0
-5 0 5 A Notebook

< LUMS .
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Laplace Approximation

We can rewrite this as:
1
p(0|D) = Ee_f(a)
f(0)

—logp(D, 0)
Note that f(0) is the negative log joint which is used as a loss function to
estimate @ ap.

LUMS
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Laplace Approximation

e Highest mass is concentrated around 05, 4p and hence it makes sense to
get Taylor approximation around that point.

e In other words, if our approximation is bad where we have low probability
mass, it doesn’t matter much.

LUMS
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Laplace Approximation

e Highest mass is concentrated around 05, 4p and hence it makes sense to
get Taylor approximation around that point.

e In other words, if our approximation is bad where we have low probability
mass, it doesn’t matter much.

e Thus, we approximate f(0) as f(B) around 6,7 4p using Taylor series
expansion up to second derivative:

F(0) = f(Orap) +VF(Orar) (0 —0nap)
1

+ 5(9 —0rap) Vo f(Orar)(@ —Orap)

LUMS
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Laplace Approximation

F(8) = f(Orrap) + VF(Orap)" (0 —Orrap)
1

+ 5(9 — Orap) V2 f(Orap)(0 — Onrrap)

a2 LUMS
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Laplace Approximation

F(8) = f(Orrap) + VF(Orap)" (0 —Orrap)

F (0~ 0rar) V2 F(O314P)(0 — Orrar)

Since, @7 4p is minima of f(0), Vf(@rap) = 0.

f(0) = f(Brap) + %(9 — O00rap) V2 f(0r14p)(0 — Orrap)

= f(@rrap) + %(9 —Oprap) T H(O — 0r14p)

where V2 f(0,4p) is the Hessian matrix of f(0) evaluated at Oy 4p.

a2 LUMS
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Laplace Approximation

Plugging this back to the posterior equation:

1
p(0|D) = Ee—f(e) where f(0) = —logp(D, 0)
~ ie_f(eMAP)e_%(G—GMAP)Tvzf(GMAP)(G_GMAP)
Z
1 2
= EP(D’ BMAP)G_%(B_QMAP)TV f(Orap)(0—Onrrap)

LUMS
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Laplace Approximation

Plugging this back to the posterior equation:

1
p(0|D) = Ee_f(e) where f(6) = —logp(D, 0)
~ le—f(eMAP)e—%(9—9MAP)TV2f(9MAP)(9—9MAP)
A
1 _1(p_ 2 _ 1
— EP(D’ Orap)e 2(0—0nap) V2 f(Orap)(0—6r1ap) Z =p(D,0rap)- (27T)D/2 . |v2f(9MAP)| 5

p(6]D) ~ N (eyaMAp, (V2 f(BMAp))_l)

Z =p(D,0rap) - 20)P/2 V2 f(Orrap)| "2
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Laplace Approximation

e Pros:

— Simple to implement
— Computationally efficient

— (Can be used to approximate any intractable function
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Laplace Approximation

e Pros:

— Simple to implement
— Computationally efficient

— Can be used to approximate any intractable function
e Cons:

— It can give bad approximation when posterior is not unimodal
— (Gaussian assumption can be too restrictive at times

— Hessian matrix inversion can be numerically unstable and expensive.
A diagonal or block-wise approximation can be applied to resolve
this.
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Laplace Approximation

A CoinToss Example (BetBernoulli):

Let’s take Beta-Bernoulli Coin Toss example since we know the closed form
posterior for it. Consider the following scenario:

e D=1{1,1,1,1,1,1,1,1,0}
e p(f) = Beta(a = 2,5 = 2)
e 0= P(H)

o p(ylf) = 0v(1 - 0)'~Y

1.5 - 0.04

w— Prior
L 003 — | ikelihood

10 ] —

< L 002 =

= =1
0.5 7 L 0.01
0.0 I I I I I I - 0.00

LUMS 0.0 02 0.4 0.6 0.8 1.0
‘@ 6
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Laplace Approximation

A CoinToss Example (BetBernoulli):

MAP estimate:

- 0.04

— 0.03

L 002 =

— 0.01

— 0.00

0.0 0.2 0.4
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Laplace Approximation

A CoinToss Example (BetBernoulli):

Laplace Approximation:

1 - 0.04
3 - - 0.03
= 9 4 L 0.0
o
1 ,”,f’###—_ L 0,01
0] /== - 0.00
| | | | | |
0.0 02 0.4 0.6 08 1.0

p(DI6)

Prior

Laplace Approx Posterior
True Posterior

MAP

Likelihood

We got True (MC) Posterior by a Monte Carlo estimation of the evidence.
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Laplace Approximation

A Multi-mode Example:

Consider a Gaussian Mixture distribution with two modes. We assume that, it is
an unnormalized density and we want to get normalized Laplace approximation
of it.

7 3

— Target

0.2

p(e)

0.1

0.0 -
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Laplace Approximation

A Multi-mode Example:

Laplace Approximation:

—  Target
___ Laplace
Approximation
S
Q
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Monte Carlo Sampling

A Overview:

The Discovery That Transformed Pi

https://www.youtube.com/watch?v=gMIf1ELvRzc
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https://www.youtube.com/watch?v=gMlf1ELvRzc

Monte Carlo Sampling

A Core Idea:

e We often want to compute expected value of some function of a random
variable, which turns into the integral,

— [ #@plwis

where x € R"”, f : R” — R"™ and p(x) is the target distribution.

e In low dimensions, we can use numerical integration techniques to compute
the above integral. However, in high dimensions, this is not feasible.

e Alternative approach is to draw multiple random samples, z; ~ p(z) and

compute
1 N
~y 2 @
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Monte Carlo Sampling

A General Formulation:

The general form of Monte Carlo methods is: The expectation of a function
f(x) with respect to a distribution p(x) is given by:

By [ (2)] = / f(@)p(a)dz

Using Monte Carlo methods, we can estimate the above expectation by sam-
pling z; from p(z) and computing the average of f(x;).

1 N

1=1

where x; ~ p(x).
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Monte Carlo Sampling

A Estimation of Pi:

We can estimate the value of pi using Monte Carlo methods by considering a
unit square with a quarter circle inscribed within it.

e Let p(x) be defined over the unit square using the uniform distribution in
two dimensions, i.e., p(z) = U(x) =1 for x € [0, 1]°.

e Let f(x) be the indicator function defined as follows:

() Green(1), if x falls inside the quarter circle,
€Tr) =
Red(0),  otherwise.
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Monte Carlo Sampling

A Estimation of Pi:

e Or, we can write f(x) to be the following:

o) = {1, if 22 4+ 23 <1,

B 0, otherwise.

e Or, using the indicator function, we can write f(z) to be the following;:
flz) =1(% + 25 < 1)

X2

T~ Green area

4 " Green area+Red area

X1

1 A Notebook
LUMS
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Monte Carlo Sampling

A General Formulation:

The general form of Monte Carlo methods is: The expectation of a function
f(x) with respect to a distribution p(x) is given by:

By [ (2)] = / f(@)p(a)dz

Using Monte Carlo methods, we can estimate the above expectation by sam-
pling z; from p(z) and computing the average of f(x;).

1 N

1=1

where x; ~ p(x).
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Monte Carlo Sampling

A Bias of Monte Carlo Sampling:

Is Monte Carlo Sampling a biased or unbiased estimator?
We know:
E:cmp(a:) ff
Let z; € 1,..., N be i.i.d samples:

1

=

1=1

1§ foxz

N

~

E(¢)

| |
—

N
2B

Thus, it is an unbiased estimator!

2|H
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Monte Carlo Sampling

A Convergence of Monte Carlo Sampling:

The expected square error of the Monte Carlo estimate is given by:

2 N ’
2(0-E@) =B |5 () - as)]
= 5 20 Y E( @) f(2)) — B (1) — E(f ()6 + 6
1 - 2 2 2 2 _ 1
_ N_g ((z#;qb —20° + ¢ ) +E(f)—¢ ) =~ V()

— E(3-E@) =0
).

b=

Thus, the expected error drops as O(N
< LUMS
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Monte Carlo Sampling

A General Formulation:

The general form of Monte Carlo methods is: The expectation of a function
f(x) with respect to a distribution p(x) is given by:

By [ (2)] = / f(@)p(a)dz

Using Monte Carlo methods, we can estimate the above expectation by sam-
pling z; from p(z) and computing the average of f(x;).

1 N

1=1

where x; ~ p(x).

We should have a capability to generate z; ~ p(x).
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Monte Carlo Sampling

A Use in the Estimation of Posterid?redictive Distribution:

We can formulate posterior predictive distribution as:

plylz, D) = / p(410, 2)p(6]D)do (1)
1 N
p(yle, D)~ Zp(y!t%,fv) (2)

where 6; ~ p(6|D).
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Rejection Sampling

A Core Idea:

e Let p(x) represent the target distribution we aim to sample from. Typi-
cally, this is the posterior distribution.

e However, p(z) is inaccessible to us; instead, we have access to p(x), which
is directly proportional to p(x).

e We express p(x) as %x), where Z denotes the normalization constant.

e Usually, p(x) signifies the joint distribution of both the data and the pa-
rameters.
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Rejection Sampling

A Core Idea:

Let p(z) be the target distribution we want to sample from — typically
a posterior distribution.

We do not have direct access to p(x), but instead to an unnormalized
version p(x), such that:
()

p(x) = 7

where Z is an unknown normalization constant.

Often, p(x) represents the joint distribution of the observed data and
model parameters.
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Rejection Sampling

A Core Idea:
Let q(z) be a proposal distribution from which we can easily sample.

Choose a constant M such that:

MZM for all =
q(z)

To generate samples from p(z), perform the following steps:

1. Sample x ~ g(x)
2. Sample u ~ Uniform(0, 1)

3. Accept x if:
v < D) |
Mq(z)

uMq(x) < p(x)

4. Otherwise, reject x and repeat.
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Rejection Sampling

A Core ldea lllustration:

Target distribution p(x)

0.8 -
0.6 1
0.4

0.2

0.0 1
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Rejection Sampling

A Core ldea lllustration:

Proposal distribution g(x)

1.0 7
— Al
— q(¥)
0.8 -
0.6
0.4
0.2 -
0.0 -
| I ! I I I 1
-3 -2 -1 0 1 2 3
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Rejection Sampling

A Core ldea lllustration:

Scaled proposal distribution Mq(x)
1.0 -

— plx)

0.2

0.0 -

2 .
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Rejection Sampling

A Core ldea lllustration:

Sample from proposal distribution
1.0 -

— B(x)

— (%)
0.8 -

0.6 -
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0.2
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Rejection Sampling

A Core ldea lllustration:

Sample from proposal distribution
1.0 1

— B(x)

0.8

0.4

o
o
|
—— -

0.2 -

0.0
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Rejection Sampling

A Core ldea lllustration:
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